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Abstract

This thesis investigates the application of Frequency-Modulated Continuous-Wave

(FMCW) radar in autonomous navigation within the Teach & Repeat (T&R) frame-

work. Compared to conventional camera- and LiDAR-based systems, radar is inher-

ently more resilient to environmental artifacts common in extreme conditions, such

as smoke, dust, and fog. We extend the current T&R family by incorporating radar

as a robust alternative for precise route following in challenging conditions.

We first present a comprehensive feature-based Radar Teach & Repeat (RT&R)

pipeline and evaluate its closed-loop performance through extensive field testing

across diverse geometric environments, benchmarking against existing LiDAR T&R

capabilities. Based on identified limitations from these experiments, we then further

improve radar localization performance by exploring a dense radar image-to-image

registration approach, applied within the T&R framework, to replace sparse feature

extraction methods. This research work establishes FMCW radar as a viable sensing

modality for robust robot autonomy, approaching LiDAR performance across varied

terrain conditions.
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Notation

a A scalar quantity

a A column vector

A A matrix

1 The identity matrix

0 The zero matrix
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SO(3) The special orthogonal group
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Cba A 3 � 3 rotation matrix from F�! a to F�! b (member of SO(3))

T ba A 4 � 4 transformation matrix from F�! a to F�! b (member of SE(3))
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Chapter 1

Introduction

1.1 Motivation

Radio Detection And Ranging (RADAR) sensors are well-established sensing systems

that utilize radio waves to detect surrounding environments by measuring distance,

angle, and velocity of targets. Traditionally applied in aviation, military operations,

and surveying applications, radar sensors demonstrate proven suitability for detec-

tion in challenging scenarios where state-of-the-art cameras and Light Detection And

Ranging (LiDAR) systems struggle due to insu�cient geometric features in the prox-

imity. Their longer wavelengths enable penetration through environmental artifacts

such as dust, fog, and snow, maintaining robustness under extreme weather condi-

tions. Various radar technologies exist, including Synthetic Aperture Radar (SAR),

Ground-Penerating Radar (GPR), Phased Array Radar (PAR), and FMCW radar,

each catering to speci�c applications.

Among available radar solutions, spinning FMCW radar employs frequency modu-

lation to determine distance and speed, making it particularly suitable for autonomous

driving and mobile �eld robotics due to its portability, long range, 360-degree �eld

of view, and centimetre-scale range resolution. These characteristics enable robots

to perceive extended surroundings while maintaining robust navigation capabilities

in the presence of extreme environmental artifacts. FMCW radars operate contin-

uously by transmitting frequency-modulated signals and measuring frequency shifts

in received echoes to determine target range and Doppler velocity. By measuring

the frequency shift � f between transmitted and received chirps, the ranger of an

FMCW radar is,

1



1.1. MOTIVATION 2

(a) The Clearpath Warthog UGV (b) Radar Meas. Structured vs. Unstructured

Figure 1.1: (a) showcases our experimental platform, the Clearpath Warthog UGV
equipped with a Navtech RAS3 radar [1], an Ouster OS-1 LiDAR [2] and a NovAtel
GPS system [3] for ground truth. (b) illustrates the substantial di�erences in radar
measurements in structured environments where you can see clear geometry (buildings
and fences) in the Cartesian radar image representation, whereas in the o�-road case
(bushes and trees), no clear geometry is easily recognizable.

r =
c� f
2S

; (1.1)

whereS represents the slope of modulation andc denotes the speed of radio waves.

Figure 1.1 shows our experimental platform, the Clearpath Warthog Unmanned

Ground Vehicle (UGV), equipped with a Navtech RAS3 FMCW radar with example

radar measurements in geometrically structured and unstructured environments.

Visual Teach & Repeat (VT&R) is a reliable, portable, and e�cient autonomy

stack enabling precise route following with rapid deployment across diverse robot

platforms. The complete navigation system, VT&R1, was developed by Furgale et

al. in 2010 [4]. Ever since its initial introduction, VT&R systems have served as

the cornerstone autonomy framework at the Autonomous Space Robotics Laboratory

(ASRL) for over a decade. Throughout this period, signi�cant developments have

enhanced VT&R functionality, including support for multiple sensor modalities such

as stereo cameras and LiDAR sensors. While rigorous and extensive �eld testing has

validated VT&R performance [5, 6], none have incorporated radar in closed-loop and

underwent comprehensive �eld testing before.

In this thesis, we aim to explore the strengths of FMCW radars for on-road

and o�-road radar odometry and localization within the T&R autonomy framework,

with particular emphasis on closed-loop performance evaluation using the Clearpath
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Warthog UGV platform. The combination of radar's environmental robustness and

Teach and Repeat's operational e�ciency enables reliable long-term robot autonomy

in challenging conditions. We �rst demonstrate the competitiveness of using radar for

autonomous navigation on- and o�-road. Then, we contrast a feature-based sparse

radar method with a dense radar registration method to show superior localization

performance when undertaking a dense approach to utilizing the radar measurements.

1.2 Contribution

The primary contributions of this thesis are detailed in the following Chapter 3 & 4,

ˆ Chapter 3: We introduce Radar Teach and Repeat (RT&R), the �rst full-stack

closed-loop autonomy navigation system using FMCW radar as the only exte-

roceptive sensor. RT&R was extensively �eld tested, ranging from structured

to unstructured o�-road environments. In structured environments, the path-

tracking performance approaches its LiDAR counterpart and remains competi-

tive in o�-road scenarios, resulting in the following publication:

Xinyuan Qiao* , Alexander Krawciw*, Sven Lilge, and Timothy D.

Barfoot (2024). Radar Teach and Repeat: Architecture and initial

�eld testing. 2025 IEEE International Conference on Robotics and

Automation (ICRA). 1

ˆ Chapter 4: Building upon the state-of-the-art radar odometry performance

achieved by Doppler-Aware Direct Radar Odometry (DRO) [7], which lever-

ages radar Doppler information and dense image-to-local-map registration, we

adapt this dense registration methodology within a Teach and Repeat local-

ization problem where we systematically compare the localization performance

of a radar dense method with a sparse approach as a baseline. We demon-

strate better localization performance using the dense method within the T&R

framework. The dense registration approach provides enhanced robustness in

scenarios where useful geometric structures are not being utilized in the sparse

approach due to the hand-tuned nature of radar extractors, and signi�cant per-

formance improvements due to employing complete intensity patterns rather

than relying on extracted sparse point clouds.

1* denotes equal contribution.
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In addition, the following supplementary projects were undertaken but do not appear

in the thesis:

ˆ The FoMo dataset: A collection of a multi-season dataset that takes place

at the Forêt Montmorency in Quêbec City. In collaboration with Norlab at

Laval University, this project is led by Matêj Boxan, resulting in the following

submission:

Matêj Boxan, Alexander Krawciw, E�e Daum, Xinyuan Qiao , Sven

Lilge, Timothy D. Barfoot, and François Pomerleau (2024). FoMo:

A proposal for a multi-season dataset for robot navigation in Forêt

Montmorency. 2024 Workshop on Field Robotics from IEEE Inter-

national Conference on Robotics and Automation (ICRA).

My roles in this project encompassed three key areas: performing precise cali-

bration between radar and LiDAR sensors, implementing all-sensor conversion

pipelines for standardizing dataset formats, and developing methodologies to

estimate and compensate for camera time synchronization delays. In addition,

initial FoMo RT&R testing was conducted o�ine.

ˆ Doppler-Aware Direct radar Odometry (DRO): A state-of-the-art radar odom-

etry pipeline that leverages Doppler information and a dense radar image-to-

local-map registration approach, led by Cedric Le Gentil, resulting in the fol-

lowing publication:

Cedric Le Gentil, Leonardo Brizi, Daniil Lisus,Xinyuan Qiao , Gior-

gio Grisetti, and Timothy D. Barfoot (2025). DRO: Doppler-Aware

Direct Radar Odometry. 2025 Robotics: Science and Systems.

My roles in this project involved the collection and post-processing of the o�-

road autonomous navigation dataset on the Warthog platform across diverse

terrains for the o�-road evaluation of DRO, as well as providing an RT&R

odometry baseline to compare to the DRO odometry performance o�-road.

ˆ Radar to Satellite Crossview Localization (RaSCL): In the absence of GNSS

signals, RaSCL proposes a cross-modal localization learning pipeline that local-

izes the radar live extracted point cloud to publicly available overhead satellite

imagery, led by Blerim Abdullai, resulting in the following submission:
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Blerim Abdullai, Tony Wang, Xinyuan Qiao , Florian Shkurti, and

Timothy D. Barfoot (2025). RaSCL: radar to Satellite Crossview Lo-

calization. 2025 Workshop on Field Robotics from IEEE International

Conference on Robotics and Automation (ICRA).

My roles in this project included advising on the localization framework for

integrating radar odometry as pose priors with GNSS as direct measurements,

implementing radar denoising pre-processing pipelines, and leading visual design

and partial technical writing for the �nal paper.

Since contributions to these projects were of a secondary nature, the speci�c details

have been omitted in this thesis.

1.3 Thesis Overview

The thesis structure is outlined as follows: we begin in Chapter 2 to discuss some of the

background information necessary for the subsequent chapters, laying the foundation

for how FMCW radar operates, what the Visual Teach and Repeat system is and its

history.

In Chapter 3, we provide details for the Radar Teach and Repeat (RT&R) auton-

omy system and its closed-loop path-tracking performance compared to LiDAR Teach

and Repeat across various trajectories with distinctive geometric characteristics. We

identify the strengths and weaknesses of the current RT&R system, based on which

we suggest future work and avenues for improvements.

Then, in Chapter 4, we explore an alternative radar registration approach in

which the whole radar scan is used in the registration process instead of relying on

the extracted features from the radar scan. We showcase the feasibility of real-time

execution with the help of GPU acceleration. Utilizing this dense radar registration

approach, we demonstrate improved localization results across all four testing loops

described in Chapter 3, where the most improvements occur when the feature-based

sparse method fails to extract large geometric information or misclassify ground points

in the radar scan due to the reason that hand-tuned extractor values do not generalize

to all terrains and environments. Based on the preliminary results, we propose the

immediate next steps to improve the current closed-loop path-tracking performance

of RT&R.

Finally, in Chapter 5, we discuss the overall lessons learned and provide a com-

prehensive summary of all the results and future work.



Chapter 2

Background

In this chapter, we review relevant topics to set the stage for Chapters 3 and 4. The

key contribution of this thesis is the use of FMCW radar in autonomous navigation

within the Teach and Repeat (T&R) framework. Thus, we will provide context on

what FMCW radar is and how T&R works.

2.1 360° Spinning FMCW Radar

2.1.1 Frequency Modulation and Range Discretizations

Traditional radar sensors typically employ a ToF (Time-of-Flight) mechanism where

they measure the round-trip time-of-�ight of a pulse and chirp (frequency change)

returned by the same antenna. However, FMCW radars, examples of which are

shown in Figure 2.1, operate by continuously transmitting a tone whose frequency

�chirps� (ramps) up (or down) over a de�ned bandwidth, then mixing the received

echoes with a copy of the transmitted signal to extract range and velocity information.

The �rst stage of sensing is the chirp generation and transmission stage, where

the transmitter emits a continuous-wave signal whose frequency varies linearly over

time across a bandwidthB over a Tchirp second period. Onboard our experimental

platform, RAS3 emits a frequency in the range of 76-77 GHz band (W-band) in a

sawtooth manner, giving very �ne range resolution of� R = 0:0403m.

We �rst de�ne the slope of modulation as,

S =
B

Tchirp
: (2.1)

6
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Figure 2.1: Example RAS3 radar modulation pattern (sawtooth) on the left and the
resulting range-bin discretization on the right, obtained via Fast Fourier transform.
A full scan spans360� and comprises 400 radar beams�one at each azimuth angle.

Next, using the echoes re�ected o� objects that return with a time delay of� = 2r
c .

r represents the range, andc is the speed of the radio wave, a beat frequencyf b is

proportional to � by multiplying the delayed echo with a copy of the current transmit

chirp,

f b = S� =
2Sr

c
: (2.2)

Finally, a Fast Fourier Transform (FFT) of the mixed return signal reveals peaks

at beat frequencies. Each peak can be directly mapped to a range as Equation 1.1 in

Chapter 1. Each radar beam is around2:8� azimuth spun on a motor at up to 4 Hz

in the case of RAS3, producing a360� coverage. In addition, as the antenna rotates,

each azimuth angle produces a timestamped slice of FFT-processed data, which can

be thresholded using Constant False Alarm Rate (CFAR) [8] to form a high-resolution

point cloud.

2.1.2 Polar and Cartesian Representations

Suppose a FMCW radar sensor such as the Navtech RAS3 whose radar plate rotates

at an update rate of 4 Hz and in a full scan, the sensor sweeps a full360� clockwise,

emitting radar beams at 400 azimuth angles.

Table 2.1 summarizes some of the intrinsic radar parameters for RAS3. In particu-

lar, the range resolution� R = 0:0403m, which speci�es the �nest range discretization

the radar can measure in a range bin. With 16000 encoder bins and 1712 range bins,

then, each azimuth angle covers the azimuth beamwidth� � az,
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Table 2.1: Navtech RAS3 radar parameters [1]

Speci�cation Value

Update rate f radar 4 Hz
Range resolution� R 0.0403 m

Encoder bin size Nencoders 16000
Number of azimuths Naz 400

Number of range bins Nrbins 1712

� � az =
2�
Naz

rad; (2.3)

where at each azimuth angle, the radar emits a beam and projects the return signal

onto the range at which a target is detected�ignoring its elevation. As a result,

radar images deliver absolute, metric distance measurements, whereas camera images

inherently lack depth information.

In a full sweep, we can represent the radar scan in the polar image formS in the

shape of (Naz, Nrbins ) = (400, 1712). A point (a; r) in the polar imageS space can be

represented by the following Cartesian coordinates in the metric space,

p =

"
x

y

#

=

"
r � R cos (a� � az)

r � R sin (a� � az)

#

; (2.4)

where at encoder value nencoders, the azimuth angle is calculated as,

a� � az = 2�
nencoders

Nencoders
rad:

In addition, the polar coordinates can also be mapped to a Cartesian image pixel

coordinates (u, v) by employing bilinear interpolation to avoid holes, blocky artifacts

and aliasing, creating a Cartesian imageI representation of the radar scan,

u =
w
2

�
r � R sin (a� � az)

� cart
; (2.5)

v =
h
2

�
r � R cos (a� � az)

� cart
; (2.6)

wherew and h are the width and height of the Cartesian image, and� cart (m/pixel)

is the cart resolution that scales between the pixel space and world metric space. A

visualization of such a transformation from the polar representationS to the Cartesian

representationI is shown in Figure 2.4 below.
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Figure 2.2: A polar radar scan represented in(a; r) coordinates can be transformed
into a Cartesian image(u; v) coordinates using bilinear interpolation. In addition,
a CFAR-like radar extractor can apply thresholding to extract 2-D geometric point
features. However, the extracted point cloud might still miss useful geometric infor-
mation due to weaker returns.

2.1.3 Radar Point Cloud Extraction

Point cloud extraction from raw FMCW radar returns is most commonly done us-

ing CFAR-variant and K-strongest methods. In Cell-Averaging CFAR, a sliding

�cell-under-test� window is �anked by reference cells whose statistics estimate local

clutter; the detection threshold adapts so that the false-alarm rate remains constant

regardless of changing background power. Alternatively, the K-strongest extractor

simply sorts all detected range�azimuth bins by intensity and retains the top K re-

turns per azimuth, yielding a sparse yet robust point set [9]. However, there is an

inherent tradeo� between the two approaches; the cell-averaging approach gives more

accurate range calculation of the target but tends to be noisier with radial artifacts,

whereas K-strongest can return features in sparse areas, but tends to underestimate

the range, causing scale issues in the odometry and mapping.

Therefore, we devised a new detector, K-peaks, which will be detailed in Chapter 4.

K-peaks combines peak-averaging techniques with sorting intensity by thresholding.

We tested K-peaks through extensive experiments and found it is the most consistent

and reliable performer in terms of noise and quality of extracted feature points. In

addition, K-peaks is able to maintain the correct scale of the range of targets on- and

o�-road. An example extracted point cloud by K-peaks is shown in Figure 2.4, where
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we see the fence geometry is clearly represented in the extracted point cloud.

For extracted points, compactly, the range of a target is calculated using,

r target = j � R + ro�set ; (2.7)

where j is the range bin index in the polar imageS and ro�set represents the sensor-

dependent range o�set. Therefore, after extraction, a post-processed radar scan mea-

surement can be represented by a 2-D point cloud that is metrically accurate.

2.1.4 Motion Distortion in the Radar Scans

The Navtech RAS3 FMCW radar typically completes a full 360° scan at 4 Hz (one

scan every 250 ms), though an experimental 10 Hz mode is available. However, this

higher spin rate comes at the expense of a much lower range resolution. Beyond the

well-known Doppler shifts used for velocity estimation, motion distortion becomes a

critical issue whenever the robot platform is moving fast during a scan because each

azimuth is measured at a slightly di�erent time, the ego-motion of the robot �warps�

the resulting point cloud, introducing geometric artifacts that must be corrected for

accurate localization and mapping. [10] conducted a study on the e�ect of motion

distortion in the radar scan and found that accounting for motion distortion reduces

the translational drift of radar odometry by 9.4%.

(a) Raw scan in Cartesian (b) Undistorted scan (c) Di�erence image

Figure 2.3: (a) is the raw radar scan in the Cartesian representation. (b) shows
the undistorted scan using the velocity estimates during the scan, expressed at the
beginning of the scan (�rst azimuth). (c) takes the di�erence image between (a) and
(b), showing the motion that occurred during the scan. Motion distortion happens for
spinning radar because the measurements occur as the robot is moving at a signi�cant
speed.



2.1. 360° SPINNING FMCW RADAR 11

For instance, Figure 2.3 illustrates the e�ect of motion distortion present in a

radar scan from the di�erence image for a robot driving around 1.2 m/s.

2.1.5 Noise in the Radar Measurements

Radar measurements are noisy. There exist three primary noise phenomena that

fundamentally limit detection sensitivity and measurement accuracy. Speckle noise

manifests as granular, high-frequency �uctuations in return intensity due to the co-

herent summation of microscopic scatterers within each resolution cell. This creates

characteristic salt-and-pepper artifacts distributed across the range-azimuth image

that resist removal through conventional averaging techniques, as the interference

patterns are deterministic rather than random [11]. Receiver saturation develops

when intense echoes from nearby or highly re�ective targets exceed the linear oper-

ating range of analog front-end ampli�ers. The resulting gain compression distorts

the beat signal spectrum and clips authentic returns, degrading target discrimination.

While Swept-Time-Constant (STC) and Automatic Gain Control (AGC) circuits pro-

vide partial mitigation, they cannot fully compensate for these inherent nonlinear ef-

fects [12]. Multipath interference arises from secondary re�ections o� environmental

surfaces such as the ground, buildings, and vehicles. These delayed arrivals create

phase relationships that generate false targets, establish constructive and destructive

interference patterns, and produce elevation-dependent signal fading. The statisti-

cal behaviour of these e�ects follows Rayleigh or Rician distributions, depending on

whether di�use scattering or dominant line-of-sight paths control the propagation

environment [13, 14].

Speckle noise, receiver saturation, and multipath interference collectively estab-

lish the characteristic clutter �oor and speckle patterns observed in millimetre-wave

FMCW scanning radars, de�ning fundamental performance boundaries for target de-

tection and tracking applications.
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Figure 2.4: Example of common sources of noise artifacts present in the radar scans.
The multi-path interference occurs here because a building with open windows is next
to the robot to the right.

2.2 Visual Teach and Repeat (VT&R)

VT&R is a reliable, portable, and e�cient autonomy framework that enables robots to

autonomously repeat pre-taught routes with centimetre-level accuracy. The frame-

work operates in two distinct phases: a manual Teach phase and an autonomous

Repeat phase. During the Teach phase, the robot constructs a topometric map com-

posed of locally accurate submaps linked by odometry estimates. The Repeat phase

can execute the taught path immediately without delay, highlighting one of VT&R's

primary advantages: the elimination of computationally expensive globally consistent

map construction.

2.2.1 History

Over the past decade, VT&R has undergone several iterations and upgrades, demon-

strating its signi�cance in both research and industrial applications. Table 2.2 sum-

marizes the key features and limitations in each VT&R iteration.
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VT&R1, developed by Furgale and Barfoot [4] and introduced in 2010, was the �rst

complete T&R navigation system capable of long-range path following in non-planar

terrain using only a stereo camera. The system employed Speeded Up Robust Features

(SURF)-based stereo visual odometry with triangulated 3D landmarks rather than

occupancy grids, constructing topometric maps o�ine after data collection. Path fol-

lowing utilized the same controller from [15], operating on the approximated ground

plane of each local submap. Despite being groundbreaking, VT&R1 su�ered from sig-

ni�cant limitations, most notably a restricted operational window of only a few hours

due to appearance changes in stereo images, which resulted in increasing localization

failures over time.

VT&R2, released in 2017, introduced substantial improvements over its predeces-

sor by implementing a network-of-paths architecture where local submaps are con-

structed online and linked through a relative pose graph containing vertex-associated

submap and state information. This online mapping capability enabled immediate

path repetition without delay while supporting the construction of complex path net-

works from multiple teaching sessions with branching and merging capabilities. A

dedicated user interface was developed to streamline system operation.

To address VT&R1's limited operational window, VT&R2 incorporated two key

innovations: Multi-Channel localization [16] and Multi-Experience localization [17].

Multi-Channel localization mitigates illumination-related challenges inherent in camera-

based systems, while Multi-Experience localization handles viewpoint variations when

the robot deviates from the exact taught path during repetition. These enhancements

extended the operational window from hours to multiple days. From a control per-

spective, VT&R2 adopted an Model Predicative Controller (MPC) approach that

reduced path-tracking errors and enabled higher repeat speeds.

Several variants of VT&R2 have been developed for specialized applications. Multi-

rotor Unmanned Aerial Vehicle implementations [18, 19] localize overhead imagery

against satellite images in Global Positioning System (GPS)-denied environments. A

monocular camera variant [20] leverages local ground planarity assumptions for scale

recovery. Deep learning approaches have also enhanced VT&R2 functionality: an end-

to-end supervised learning approach for visual localization [21], and a learning-based

MPC [22, 23] that maintains multiple disturbance models corresponding to varying

robot dynamics and environmental conditions, selecting the most appropriate model

during real-time path repetition.

Despite signi�cant advances in VT&R2, many implementation improvements were

not preserved in the o�cial code base, and support for Robot Operating System
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Table 2.2: Evolution of VT&R Systems

Iteration Key Features Limitations

VT&R1
(2010) ˆ SURF-based stereo visual odometry

ˆ Topometric maps
ˆ Vision-only T&R

ˆ Appearance changes
ˆ Short operational window
ˆ O�ine map construction

VT&R2
(2017) ˆ Network of paths

ˆ Online map building
ˆ Multi-Channel localization
ˆ Multi-Experience localization

ˆ Obsolete ROS1 support
ˆ Sensor-robot dependent
ˆ Obstacle avoidance

VT&R3
(2022) ˆ Updated ROS2 support

ˆ Modular and e�cient code design
ˆ LiDAR integration
ˆ Supports many sensor modalities

ˆ Susceptible to extreme
environments such as dense
smoke, dust and fog

(ROS)1 gradually became obsolete. With the increasing number of new algorithms

emerging, we need to establish an updated, more algorithm-generalizable framework.

2.2.2 VT&R3: Current Capabilities

In response to these challenges, a major software revamp of VT&R was undertaken

in 2022, resulting in VT&R3: a modular and e�cient implementation of T&R that

operates independently of speci�c sensor and robot con�gurations. This architecture

enables seamless integration of new algorithms with existing functionality. VT&R3

preserves all capabilities from VT&R2 while adding support for Robot Operating

System 2. The new system expands compatibility to include a broader range of

sensor modalities, incorporating stereo vision and an additional 3-D LiDAR imple-

mentation for odometry and localization tasks using Iterative Closest Point (ICP) for

point cloud registration [10]. Given the transformative impact of deep learning on

perception tasks, recent research has focused on enhancing Multi-Experience vision

T&R through neural network approaches to improve long-term vision localization

performance [24, 25]. A fully di�erentiable deep-learning pipeline has been developed

that signi�cantly improves feature matching across challenging appearance variations.

Notably, [25] presents a method for accurately localizing nighttime images by align-
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ing them with daytime counterparts, enabling nighttime route repetition using stereo

cameras when the robot was initially taught during daylight hours. Despite these

advances, adequate illumination remains a fundamental challenge for vision-based

systems. Compared to vision systems, LiDAR-based T&R demonstrates superior ro-

bustness to varying lighting conditions and generates dense 3-D point clouds with

precise environmental detail. During online operation, LiDAR T&R downsamples

point clouds and stores them as local point maps at graph vertices. The ICP algo-

rithm then computes the transformation between the reference map frame and the

current robot pose during route repetition. Recent developments have enhanced the

system's adaptability to dynamic environments, with [26, 27] introducing reliable ob-

stacle detection and avoidance capabilities for changing environments in LiDAR-based

T&R. Additionally, [28] developed a fully unsupervised deep neural network that pro-

cesses range-intensity images from LiDAR to detect environmental changes, enabling

the robot to avoid modi�ed areas and thereby improving long-term autonomous oper-

ation. However, the computational demands of processing large LiDAR point clouds

present challenges for real-time online operation. Multiple active research domains

in robotic navigation are being explored within the VT&R framework and integrated

into the current VT&R3 implementation, including multi-robot convoying and gen-

eralized terrain assessment capabilities.

2.2.3 Major Field Testings of VT&R Systems

Comprehensive �eld testing has been crucial for validating VT&R performance and

demonstrating accurate closed-loop path-tracking across diverse and challenging en-

vironments.

VT&R1 underwent major �eld testing on Devon Island in the Canadian High

Arctic, a feature-sparse environment analogous to the Martian surface. Despite these

challenging conditions, the system achieved a 99.6% autonomy rate over 32 km of

testing, validating the foundational VT&R approach in extreme environments [5].

VT&R2, enhanced with improved visual localization and high-performance MPC,

was extensively tested at an untended gravel pit in Sudbury, Canada. The system

demonstrated exceptional long-term performance, achieving a 99.6% autonomy rate

while traversing a 5 km path network over 11 days and accumulating over 140 km

of autonomous driving. This extended deployment highlighted the e�ectiveness of

Multi-Experience localization for long-term vision-based autonomy across varying

environmental conditions and temporal scales [6].
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(a) Field testing of VT&R1 was conducted on Devon Island in the Canadian High Arctic.
The robot platform (left) was equipped with a stereo camera and GPS antenna for ground
truth data collection. The system navigated challenging terrain with sparse visual features,
autonomously traversing the routes shown in the testing area (right). Over 32 km of au-
tonomous path repetition was completed, achieving a 99.6% autonomy rate [5].

(b) Field testing of VT&R2 was conducted at an unattended gravel pit in Sudbury, Canada.
The robot platform (Clearpath Grizzly UGV, left) was equipped with a Bumblebee stereo
camera and GPS antenna for ground truth data collection. The system autonomously tra-
versed a 5 km network of interconnected paths (right) repeatedly over 11 days, accumulating
140 km of total distance with a 99.6% autonomy rate. These results demonstrate the e�ec-
tiveness of Multi-Experience VT&R for achieving reliable long-term autonomous operation
[6].

Figure 2.5: Major �eld testings of VT&R systems and robot platforms used.



Chapter 3

Radar Teach and Repeat:

Architecture and Initial Field Testing

In this chapter, we present Radar Teach & Repeat, a complete navigation autonomy

stack using radar as the only exteroceptive sensor. Radar Teach & Repeat is an ex-

tension to the existing T&R family, closing the loop for radar in extensive on- and

o�-road �eld tests. We start this chapter by motivating the strengths of using radar

and discussing some of the current literature around radar odometry and localiza-

tion. Then, we detail the speci�c contributions of this work in terms of closed-loop

performance in both structured and unstructured environments, comparing it to the

existing LiDAR T&R counterpart. In the end, we summarize the lessons learned

and suggest some future avenues for improvement. Based on the foundational work

established in [10], my roles encompassed the full integration of RAS3 radar into the

VT&R framework, comprehensive tuning of radar parameters on the Warthog UGV

platform and conducting extensive �eld testing over 20 km across four diverse terrains

with varying geometry. The resulting system performance was rigorously evaluated

against high-precision RTK-GNSS ground truth data.

3.1 Introduction

For autonomous mobile �eld robots, engaging in repetitive operations within known

environments, such as security patrols, building inspections, underground mining,

agricultural monitoring, and campus shuttles, introduces unique challenges. A pri-

mary concern in these applications is e�ective localization when environmental arti-

facts may compromise visibility and access to GPS is denied.

Vision-based approaches to navigation are susceptible to illumination and view-

17
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point changes. Visual odometry typically fails in complete darkness [29]. Recent

works have considered style transfer between night and day to improve feature match-

ing at night [30]. Although LiDAR is illumination-invariant, existing methods struggle

with extreme environmental artifacts such as heavy snow, dense fog, dust particles,

and impenetrable smoke [14].

Frequency-modulated continuous-wave (FMCW) radar sensors have recently demon-

strated their potential for robust localization due to their longer wavelength improving

resilience to environmental artifacts [31, 32]. Apart from robustness, radar can pro-

vide a signi�cantly longer range than LiDAR [1], allowing for further detection of

the surrounding environment. These sensing advantages make radar-based odometry

and localization particularly e�ective in o�-road conditions where LiDAR and cam-

eras struggle. Moreover, FMCW radar maps are two-dimensional, often requiring less

storage than LiDAR for large-scale maps.

In this chapter, we extend the current VT&R3 framework [4], closing the loop

for complete Radar Teach and Repeat (RT&R). RT&R is implemented, tested, and

evaluated onboard a Clearpath Warthog Unmanned Ground Vehicle (UGV). Over 10

km of successful autonomous repeats were driven on- and o�-road using a scanning

radar and a single-axis gyro. Path-tracking performance is compared with the existing

LiDAR Teach & Repeat (LT&R) functionality.

Radar Teach and Repeat is the �rst closed-loop autonomy with radar as the only

exteroceptive sensor, tested extensively in on- and o�-road environments. While Bur-

nett et al. [33] demonstrated the e�ectiveness of radar-only odometry and localization

on the Boreas dataset [32], a closed-loop Teach and Repeat system was not estab-

lished using radar. Moreover, radar's closed-loop performance in o�-road challenging

environments was not considered and tested. Therefore, we present a complete closed-

loop Radar T&R system and evaluate its path-tracking performance on- and o�-road

with the existing LiDAR T&R [4] as a baseline.

The content in this chapter is published in the IEEE International Conference on

Robotics and Automation, Atlanta, 2025.1 The contributions of this work are

i. the �rst closed-loop Radar Teach and Repeat pipeline,

ii. a comparison of lateral path-tracking performance with LiDAR T&R,

iii. an open-source implementation integrated with the current VT&R3 repository.
1This work was presented at the IEEE International Conference on Robotics and Automation,

Atlanta, 2025.
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3.2 Related Work

As introduced in Chapter 2, Teach and Repeat (T&R) is a navigation paradigm

with a teaching phase where local submaps are constructed through manual driving,

followed by an autonomous repeat phase [4]. Due to its simplicity, consistency, and

computational e�ciency, T&R has proven its e�ectiveness with sensors such as stereo

vision [4] and, more recently, 3D LiDAR [34, 33, 35] in many conditions. The use

of local topometric submaps eliminates the need for dense map construction and

improves resilience to odometry drift, making T&R robust, and well-suited for long-

term robot autonomy.

FMCW radars have gained popularity recently in the realm of autonomous nav-

igation due to their enhanced robustness and longer range. The primary advantage

comes from the use of radio waves instead of visible or near-IR light found in cam-

eras and LiDARs, respectively. This grants radar with enhanced robustness against

particulate disturbances such as fog, dust and smoke. In contrast, LiDAR systems

detect dust particles, snow�akes, and dense vegetation, which rarely correspond to

permanent structures of a map [36, 37, 38]. Corruptions to the input of the navigation

pipeline can be di�cult to reject in later stages. In addition, they typically can have a

range greater than 400 m, longer than LiDAR. Another advantage of radar, shared by

LiDAR, is an invariance to the ambient illumination. In �eld robotics, illumination is

impossible to control and is a common failure mode of visual pipelines [29], although

there are some robust implementations of feature detectors [39, 40, 30].

Previous work has been dedicated to performing odometry and localization tasks

using radar as an alternative, Overbye et al. [41] use radar for mapping and terrain

estimation for closed-loop navigation. However, their framework requires accurate

odometry measurements from a LiDAR scanner. A GPU-accelerated voxel mapping

system (G-VOM) [42] is adapted from LiDAR mapping to use radar for local mapping

and path planning. To improve the behaviour of a quadrotor in fog, Michalczyk et al.

[43] implement radar-inertial odometry (RIO). A dense arti�cial fog was created, and

the quadrotor was carried through it. Visual-inertial odometry diverges almost im-

mediately, unable to track useful features, whereas RIO remains robust and estimates

the robot pose despite the fog.

Mielle et al. [36] compare LiDAR and radar simultaneous localization and map-

ping (SLAM). They assert that radar retains essential map details, performing SLAM

e�ectively despite lower accuracy in mapping. A full radar-based graph-SLAM system

is developed by Hong et al. [44] for reliable localization and mapping in large-scale
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environments with various adverse weather conditions. They convert FMCW radar

images to point clouds and estimate radar poses online with keyframe-based pose

tracking. Bundle adjustment is performed for local mapping and loop closures are

detected using a rotation-invariant global descriptor designed for 3D point clouds.

They show that state-of-the-art vision-based and LiDAR-based SLAM systems fail

to �nish some testing sequences or drift quickly in fog, snow, and heavy rain [44].

Conservative Filtering for E�cient and Accurate Radar Odometry (CFEAR) has

been improving since its introduction [45]. By utilizing thek-strongest returns per

azimuth, a sparse set of oriented surface points are extracted for scan matching. Sub-

sequent versions, CFEAR-2 [46] and CFEAR-3 [47], signi�cantly reduce radar odom-

etry drift by addressing motion distortion and re�ning �ltering techniques. CFEAR-3

adds localization to the pipeline and the method achieves performance approaching

LiDAR SLAM [47].

Building on CFEAR-3, Frosi et al. [48] propose a comprehensive radar odometry

pipeline consisting of �ltering, motion compensation, oriented surface points compu-

tation, smoothing, one-to-many radar scan registration, and pose re�nement. Their

work is a strong example of how radar approaches the performance of LiDAR in a

pipeline. Importantly, Burnett et al. [33] lay the foundation for a radar-only localiza-

tion pipeline using the Iterative Closest Point (ICP) method that can approach the

accuracy of a LiDAR-only setup with a considerably smaller map size.

3.3 Methodology

The following section provides the details of the implemented T&R pipeline, which

builds on the work of [33]. Radar Teach and Repeat is the �rst closed-loop imple-

mentation of a radar-gyro T&R autonomy system. Teach and Repeat consists of two

stages. During the teach stage, a human pilot manually demonstrates a safe route

to the robot. While driving, a sequence of submaps is constructed in a chain linked

by odometry. By mapping the environment in this way, metric localization can be

performed within a submap without enforcing the global consistency of a large chain-

like map. Once an arbitrary network of paths has been created, the robot can repeat

portions of the network autonomously. Our system uses a 2D scanning radar, which

operates at 4 Hz and a single-axis (yaw) gyro operating at 100 Hz. The gyro improves

the odometry orientation estimates signi�cantly compared to radar ICP alone.
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3.3.1 Radar Scan Preprocessing and Point Cloud Extraction

We use a customized version of the Bounded False Alarm Rate (BFAR) [49] detector

to extract key points from each azimuth of the radar polar image data. The lower-

right panel of Figure 3.2 shows the extracted points overlaid on the raw scan image.

Similar to Cen and Newman [50], peak detection is carried out by calculating the

centroid of the contiguous groups of detections. The polar detections are converted

into a 2D Cartesian point cloud for radar odometry and mapping.

3.3.2 Manual Teach Phase

The teach phase consists of radar-gyro odometry and radar point cloud mapping

construction while a human pilot manually operates the robot.

Radar Continuous-Time ICP Odometry

A continuous-time ICP method is the backbone of our radar odometry pipeline, and

we refer the reader to [33] for details on its basics without gyro factors. CT-ICP uses

2-D point cloud scan registration to obtain relative transformationsT k+1 ;k 2 SE(3)

between the current robot frameF�! r and the sliding map frameF�! m where we regard

the whole trajectory as an exactly sparse Gaussian with Process (GP) regression

problem with motion prior de�ned as in [51],

_T (t) = $ (t)^ T (t); (3.1)

_$ = w(t); w(t) � GP (0; Qc� (t � � )) : (3.2)

Here, the^ operator lifts an element ofR6 into a member of Lie algebra,se(3) and

w(t) refers to a zero-mean white-noise Gaussian process.

For each scan of the radar point cloud, a nonlinear optimization problem is mini-

mized for the statex i = f T i ; $ i g of the robot, which is a pose-velocity pair. While

we represent the states inSE(3), the error terms in essence operate on the 2-D plane

of the scanning radar plate. The timestamp ofx i is the timestamp of the middle az-

imuth of the i -th radar scan. The relative transformT k+1 ;k 2 SE(3) is the estimated

robot pose with respect to the last incoming radar scan at estimation nodek. Odom-

etry estimation is formulated as a nonlinear optimization with motion prior, radar

measurements, and preintegration error terms derived from gyro measurements. A

Gauss-Newton solver is used to minimize the problem. We de�ne the following cost
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function:

Jodom,radar =
1
2

eT
prior Q � 1

prior eprior +
MX

j =1

1
2

eT
odom,j R

� 1
j eodom,j +

1
2

eT
yawR � 1

yaweyaw : (3.3)

This cost function contains three error terms as visualized in Figure 3.1a. Here,

eprior is the error term of a constant-velocity motion prior with associated covariance

Qprior [52]. Furthermore, R j is a constant covariance matrix associated with radar

measurements (point-to-point) with the measurement error term de�ned as

eodom;j = D (p j
m � T (t j )� 1T rs qj ): (3.4)

Here, qj is a homogeneous point with timestampt j from the i -th radar scan. T rs

denotes the extrinsic calibration from the radar frameF�! s to the robot frame F�! r , and

T (t j ) is the trajectory pose att j , determined via Gaussian process (GP) interpolation

based on the state variablesxb
i and xe

i [52]. Each homogeneous point,p j
m , from the

sliding map is associated withqj in F�! m . Finally, D removes the fourth homogeneous

component. No Doppler correction is applied as the Warthog UGV drives slowly (1

m/s) compared to on-road vehicles in urban environments.

Lastly, a preintegration error term eyaw with covariance R yaw is included in the

optimization problem. For this error term, we integrate the yaw rate measurements

of the gyro aggregated between two consecutive radar scans. The resulting integrated

term expresses an expected change in the yaw orientation of the robot pose. The

error term evaluates this expected value against the current state variables during

optimization. This concept is similar to what has been presented in [53].

Mapping

As the robot moves along the teach path, a window of select point clouds is merged

and stored as a local submap. A new submap is created if the robot has changed

position or orientation by more than a speci�ed threshold. The relative odometry

transformation between each submap is used to decide against which submap to

localize during a repeat. The graph of these relative poses and associated data forms

the basis of a pose graph.

3.3.3 Autonomous Repeat Phase

An autonomous repeat phase can then be carried out immediately without delay after

the teach phase, where localization and control are added to the processing pipeline.
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Figure 3.1: A factor-graph representation of the two odometry updates. Dark blue
triangles represent states containing radar scans, light blue triangles represent states
containing gyro measurements, black dots represent cost terms in the optimization,
and grey ellipses capture which states and cost terms are active in each optimization
problem. a) The 4 Hz radar odometry pipeline uses continuous-time ICP, a constant
velocity motion model, and a preintegrated yaw rate measurement term. The scan
times are denoted withtsn , and the states at which scans occur are shown as large,
dark blue triangles. b) Between consecutive radar scans, the odometry is updated at
100 Hz using raw yaw rate measurements. Gyro odometry updates occur between
scan timestsn .
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The same 4 Hz radar-gyro odometry is run during the repeat.

High-Rate Gyro Odometry

The 4 Hz update rate of the radar sensor was observed to be too slow for precise

path tracking in RT&R. To provide more frequent odometry estimates, another small

optimization problem is solved for each incoming gyro measurement at 100 Hz that

uses the current gyro measurement as well as the last estimated robot state. The cost

function for this optimization problem is

Jodom,gyro =
1
2

eT
prior Q � 1

prior eprior +
1
2

eT
gyroR � 1

gyroegyro ; (3.5)

where eprior and Qprior are again the error term and covariance of the motion prior

[52], andegyro and R gyro are the error term and covariance for the current yaw rate

measurement (see Figure 3.1b). This e�ectively allows for a high-rate extrapolation

of the motion model re�ned by yaw rate measurements between the lower-rate radar

scans. High-rate odometry results are replaced with the more accurate ICP odometry

results, as soon as a new radar scan is available.

Localization ICP

Between the live radar scan and a stored submap point cloud, ICP is used to obtain

the relative transformation T̂ rl connecting the robot frameF�! r to the local map of

the spatially closest vertex frameF�! l of the teach path. A nonlinear localization cost

function,

Jloc =
1
2

eT
poseQ

� 1
poseepose +

MX

j =1

1
2

eT
loc;j R

� 1
j eloc;j ; (3.6)

eloc;j = D (p j
l � T � 1

rl T rs qj ); (3.7)

consists of a pose prior based on the latest odometry estimate, and the point-to-point

ICP cost terms. Additionally, qj is a live-scan homogeneous point and the nearest

local map point toqj expressed in the localization vertex frameF�! l is p j
l . Furthermore,

epose and Qpose are the error term and covariance of a prior pose, which is obtained

using the current odometry estimate and the last solved localization against the teach

path.
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Closed-Loop Control

The solution of the optimization problem is passed to a model-predictive controller

(MPC) [54] for accurate path tracking. The control input to the robot uk contains a

linear (vk) and angular (! k) velocity command. The low-level controller is responsible

for tracking those commands. A unicycle motion model with a �rst-order lag,

_f (T k� 1; uk ; uk� 1) =

2

6
4

_x

_y
_�

3

7
5 =

2

6
4

vk cos� k� 1

vk sin� k� 1

(1 � � )! k + �! k� 1

3

7
5 (3.8)

is optimized over a �nite horizon ofK target poses along the teach path. The constant

� represents the time response of the system and was tuned to 0.4 for the Warthog.

Although three-dimensional state estimation is performed, the wheeled robot admits

planar control. The nearby curvature is captured as precisely as possible using the

robot's local plane. For each reference poseT ref;k 2 SE(2) there is an associated

rolled-out poseT k 2 SE(2). Furthermore, T 0 and u0 de�ne the current state of

the robot. The _ operator transforms elements ofSE(2) into the R3 vector in the

Lie Algebra se(2). Path tracking is achieved by interpolating along the curvature of

the reference path to set the reference poses for each optimization. The MPC is a

constrained nonlinear optimization,

argmin
T ;u

KX

k=1

ln
�
T ref;kT � 1

k

� _ T

Q � 1 ln
�
T ref;kT � 1

k

� _
+ uT

k R � 1uk (3.9a)

subject to 8 k 2 1; 2; :::; K

T k = f (T k� 1; uk ; uk� 1) (3.9b)

umin < uk < umax (3.9c)

cright < (pb
k � pa

k)T (DT k � pa
k) < c left ; (3.9d)

solved using CasADi [55]. The weighting termsQ and R are constant matrices for the

pose error and velocity penalties, respectively. The motion-model equality constraint

(3.9b) uses a fourth-order Runge-Kutta numerical integration of the nonlinear motion

model (3.8). The time step between poses is0:25 s to match the radar's scan rate.

Constraints are imposed on the solution space to ensure the safety of the vehicle. The

velocity is constrained (3.9c) with constant maximum forward and reverse speeds.

The corridor constraint (3.9d) de�nes the allowable lateral path deviationscright and
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cleft around the robot. In our experiments, the maximum lateral deviation is set to

50 cm. D is the projection matrix to pick o� the translation components of the

transformation, and pa
k and pb

k are the endpoints of the closest section of the discrete

teach path associated withT ref;k . If the robot violates the corridor constraint, i.e.,

there is no feasible solution to (3.9), the robot will halt and wait for pilot intervention.

3.4 Experiments

To evaluate Radar Teach and Repeat, a progression of structured to unstructured

environments was selected to demonstrate that robot performance is maintained if

the scene degrades. Lateral path-tracking error is the primary metric and is evaluated

by comparing real-time kinematic (RTK) GPS data from the teach and repeat phases.

In total 20 km of repeats were completed, of which 11.8 km were RT&R.

Table 3.1 summarizes the details of the four routes driven.

Table 3.1: Experimental routes completed and evaluated.

Path Teach
# and Distance

LT&R Repeats

# and Distance

RT&R Repeats

Parking 368 m 5 (1.8 km) 10 (3.7 km)

Mars Dome 360 m 5 (1.8 km) 5 (1.8 km)

Grassy 175 m 15 (2.6 km) 15 (2.6 km)

Woody 373 m 5 (1.9 km) 10 (3.7 km)

Total 1276 m 30 (8.1 km) 40 (11.8 km)

3.4.1 Clearpath Warthog Hardware Platform

A Clearpath Warthog UGV [56], shown in Figure 3.2, is equipped with a Navtech

RAS3 radar [1] mounted on the top plate and an Ouster OS1-128 LiDAR [2] under-

neath. A NovAtel SMART6 RTK-GPS system [3] provides accurate ground truth for

evaluating path-tracking performance. A stationary receiver serves as the live RTK

reference.
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Figure 3.2: Top: Our Clearpath Warthog UGV is equipped with Navtech RAS3 radar,
Ouster OS1-128 LiDAR, and NovAtel RTK GPS system with a stationary receiver.
Bottom: Birds-eye-view of Warthog repeating a path in a clearing of the Woody
Loop. The robot is repeating within the tracks, visible from the teach. The associated
radar point cloud highlights that Radar Teach and Repeat can drive precisely even
in geometrically challenging regions.

3.4.2 Evaluation Routes

Radar T&R was evaluated on four routes at the University of Toronto Institute for

Aerospace Studies. The routes consist of the Parking Loop (368 m), Mars Dome Loop

(360 m), the Grassy Loop (175 m), and the Woody Loop (373 m). The routes are

visualized in Figure 3.3. The Parking Loop and Mars Dome Loop contain a mixture

of urban structures (fences and vehicles) and vegetation (trees and bushes). The area

east of the Mars Dome was particularly challenging due to sparse point clouds. The

Grassy Loop is a �eld with elevation changes, ubiquitous potholes, and grass nearly
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Figure 3.3: Satellite view of the four routes used for evaluation.

as tall as the robot. A fence exists on the east side of the loop. The Woody Loop is

entirely o�-road with dense vegetation and no signi�cant geometric structure. Parts

of the route have less than 30 cm of lateral clearance and tight turns that must be

traversed precisely to avoid collisions.

3.5 Results

Qualitatively, after a single teach the robot continues to localize and follow the route

reliably during repeat. Precision maneuvers, such as parking in the garage, or passing

through open gates can be performed consistently.

To evaluate the quality of Radar Teach and Repeat, the robot's GPS position

during the teach and repeat is compared. Both radar and LiDAR sensor data were

logged simultaneously during the human pilot demonstration to ensure that the radar

and LiDAR teach paths were identical. These sensor data were used to construct the

maps. In all repeats, only the sensor under test was activated.
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3.5.1 Visualization of 2-D Radar Point Maps

During the manual Teach phase, local submaps were constructed based on the ex-

tracted radar point cloud and linked using the robot's odometry estimates. The

locally consistent point submaps are what enable e�ective T&R functionality. To

reconstruct the map globally, we can project all the local sub-maps into one common

world frame using the odometry estimates. Visualizing all point submaps within a

common reference frame provides holistic insight into individual loop geometry and

spatially-varying noise characteristics. Since odometry drift varies according to lo-

cal geometric complexity along each trajectory, the reconstructed global map re�ects

these variations through misalignment of recognizable structures such as buildings

and fences. We can verify through this global perspective that the radar-gyro odom-

etry maintains consistent performance with minimal drift across varying geometry.

More drift is observed in o�-road scenes. In addition, we can decipher potential causes

of large path-tracking errors at speci�c locations through examining the quality of

point clusters, as demonstrated in Figure 3.4,

(a) Odometry point map for the Parking Loop; notice the concentrated points in the
bottom left (to the right of the trajectory) are a result of radar beams passing through
a window of the building, producing multi-path echoes in the radar scans.
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(b) Odometry point map for the Mars Dome Loop; notice that due to the odometry
drift that occurred in this loop, the projected map is not globally consistent.

(c) Odometry point map for the Grassy Loop; notice that since the Grassy Loop's
terrain causes the robot to pitch and roll, resulting in ground strike of the radar
beams, the extracted point map contains points of the ground.
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(d) Odometry point map for the Woody Loop; notice the largest drift is observed
here due to lack of geometry.

Figure 3.4: Projected odometry point maps constructed during the Teach phase for
four loops tested, ranging from unstructured to structured environments. The robot
odometry estimates are highlighted in red. The resultant point map is colored by
robot-centric range.

3.5.2 Radar Teach and Repeat Path-Tracking Performance

In Teach and Repeat, high-quality path-tracking means that the lateral errors are

small. The lateral path-tracking error is the perpendicular distance between the robot

and the closest discrete teach-path segment. Our primary metric for path-tracking is

the lateral Root Mean Squared Error (RMSE). The maximum lateral error is reported

to demonstrate the worst-case combination of localization and control over all repeats.

In Table 3.2, the GPS-measured RMSE refers to the lateral RMSE obtained by

comparing the GPS data of the teach and all repeats. The T&R-estimated RMSE

uses T&R's internal estimate of the lateral error based on the result of localization.

A small di�erence between the measured and estimated values suggests accurate

localization.

RT&R had a 100% autonomy rate in all four environments. The four routes

contain progressively less structure and progressively more di�cult terrain for the
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Table 3.2: Measured and estimated path-tracking errors for LiDAR and Radar T&R
across di�erent paths.
* Dense tree canopies over the Woody Loop impeded GPS measurements.

Sensor Modality Path

GPS-
Measured

Lateral
RMSE (m)

T&R-
Estimated

Lateral
RMSE (m)

GPS-
Measured

Max
Lateral

Error (m)

T&R-
Estimated

Max
Lateral

Error (m)

LiDAR T&R

Parking 0.035 0.035 0.190 0.189

Mars Dome 0.026 0.030 0.148 0.162

Grassy 0.047 0.053 0.165 0.193

Woody * 0.049 * 0.178

Radar T&R

Parking 0.056 0.028 0.217 0.172

Mars Dome 0.075 0.029 0.240 0.211

Grassy 0.121 0.039 0.438 0.161

Woody * 0.044 * 0.190

controller. To highlight the capability of RT&R to operate in GPS-denied environ-

ments, the Woody Loop is driven primarily under the tree canopy, which disrupts

GPS signals, preventing a quantitative performance assessment.

Table 3.2 has GPS-measured lateral RMSE values that increase from 5.6 cm in

the Parking Loop to 12.1 cm in the Grassy Loop. Qualitatively, the Woody Loop

performance is similar to the Grassy Loop, although the GPS-measured RMSE cannot

be computed. The supplementary video provides drone and �rst-person footage of

the robot driving this route.

Interestingly, the T&R-estimated lateral RMSE is much smaller than the actual

GPS-measured RMSE for the radar, ranging from 2.8 cm on the Parking Loop to 4.4

cm in the Woody Loop. The di�erence between these two values implies that RT&R

localization believes the robot is nearly on the path even if the robot is o� the path.

Incorrect lateral position estimates cause the controller to react less aggressively,

leading to wide turns. This behaviour was observed more commonly in the Grassy

and Woody Loops.

Figure 3.5 highlights the lateral error along example repeats of the Parking, Mars

Dome, and Grassy Loops. On certain paths, the maximum errors arise from the

controller rather than localization. In the Parking Loop, the maximum error occurs

after a sharp turn near the right edge of the path for both radar and LiDAR. The

consistency suggests that the shared controller is responsible. In the Grassy Loop, the

maximum error occurs in a relatively straight section of the path. Here, localization
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Figure 3.5: Example repeats of the Parking, Mars Dome, and Grassy Loops using
the RT&R pipeline. The absolute lateral path-tracking error along these repeats is
highlighted using colours ranging from green (small error) to red (large error).

has a large error due to the sparse geometry. The LiDAR and radar maximum errors

on this route occur in di�erent locations. This further implies that the lateral error

results from localization, not control.

3.5.3 Comparison to LiDAR Teach and Repeat Baseline

To compare RT&R to LT&R, the same loops were repeated in closed-loop using

identical controller parameters. LT&R outperformed RT&R on all four routes. The

baseline LT&R measurements in Table 3.2 do not vary as radar does with environ-

mental structure. The smallest GPS-measured lateral RMSE is the Mars Dome Loop

with 2.6 cm and the largest is the Grassy Loop with 4.7 cm. Notably, when compar-

ing the measured and estimated path-tracking errors in Table 3.2 they are less than

1 cm di�erent. This suggests that LiDAR lateral path-tracking error is dominated

by the controller error, not localization. In the Parking Loop, RT&R performance

approaches LT&R for RMSE (5.6 cm vs 3.5 cm) and maximum lateral error (21.7 cm

vs 19.0 cm).

Figure 3.6 provides a box plot of the raw path-tracking errors over all repeats on

the Parking, Mars Dome, and Grassy Loops for both sensors. The spread of LiDAR

errors is smaller than that of radar in all three cases. The most interesting result

is the positive error bias in the Grassy Loop for RT&R. This occurs because the

Warthog drives outside of the curvature of the teach path. Localization believes that

the robot is less than 5 cm from the path at the region with the maximum error,

so the controller takes no corrective action. Poor localization may be attributed to

pitching e�ects from potholes, which a�ect the 2D radar more than the 3D LiDAR.
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